Design of two Silicon detectors for LHCb
Shape

The overall geometry of the detectors was determined by their closeness to the beam pipe, making it appropriate to have one detector comprised of radial strips (the "phi-measuring detector"), and the other comprised of circular arcs (the "r-measuring detector"): rather than having two orthogonally placed detectors with straight, parallel strips; the arrangement of choice, elsewhere.

The detectors were each approximately semi-circular, over 40 mm in radius, with a central, semi-circular hole of 7 mm radius, so that two detectors could be clamped around the beam pipe. They were extended slightly: the angle at the centre was increased to 182 degrees, to ensure that a pair of detectors overlapped, to give complete 360-degree coverage.

The outer edge of the detectors was drawn as a series of straight lines, rather than as a circular arc, to ease manufacture, and to simplify the design of the fan-out boards that attached to the detectors. Each detector could fit onto a four-inch silicon wafer. However, it was convenient to manufacture three detectors on a six-inch wafer: one phi-measuring detector, one r-measuring detector, and a similar r-measuring detector to be used as a test structure. The wafer design also included other test structures, wafer alignment marks, and processing test structures.

The strips of the phi-measuring detector were not exactly radial, but inclined, covering 9 degrees of arc, in order to help to resolve possible ambiguities during pattern recognition. The phi-measuring detector was asymmetrical to accommodate the skewed strips.

Strip Configuration

The flux of particles to be detected decreased rapidly as the distance from the beam pipe increased, so the r-measuring detector was designed with a higher concentration of strips near its centre. In fact, the strip spacing increased linearly with radius, for the outer strips, but if this scheme had been applied to all strips, then there would either have been too few strips, or the spacing of the innermost strips would have been too close to be fabricated successfully. So the innermost 189 strips, of the r-measuring detector had a constant spacing of 32.5 microns between centres, then the pitch increased linearly with radius to 92 microns for the 640th strip (the outermost strip).

The strips were segmented, with each segment being read out separately, to give extra information for track reconstruction. The outer 256 strips of the r-measuring detector were divided into two, to make 512 strips, and the inner 384 strips, where the flux was greater, were divided into four, making 1536 strips: giving 2048 strips in total. Each strip of the phi-measuring detector was divided into two, to give 1024 inner strips collinear with 1024 outer strips: again giving 2048 strips in total.

The pitch of the innermost ends of the innermost strips of the phi-measuring detector, measured approximately perpendicularly to the strips, was only about 24.4 microns, considerably smaller than the minimum pitch (32.5 microns) of the r-measuring detector. This was because each strip had associated structures - a bias resistor, contact pads, and a readout strip - which could be placed near the outer end of a strip on the phi-measuring detector, where the pitch was larger, but the pitch was constant along the whole of a strip of the r-measuring detector, and so it needed to be large enough to accommodate the associated structures.

To keep a constant inter-strip capacitance, the width of each strip of the r-measuring detector was fixed at 30% of its pitch: the outer strips were wider because their pitch was wider. Similar reasoning gave the strips of the phi-measuring detector a tapered shape: the width of the outer strips was 30% of the pitch of the strip at each point, so the strip width increased linearly with radius. However, if the inner strips of the phi-measuring detector had been drawn similarly they would have been too narrow at their inner radii. Two designs were considered: to make the strip width the greater of 30% of the strip pitch and the minimum width allowed by the design rules, or to draw the strip with straight sides with its width being 30% of its pitch at its outer end, and the minimum width allowed at its inner end. The straight-sided design was chosen because it was thought that its shape could be more easily used during track reconstruction and because it had a more gradual variation of capacitance. The maximum difference between the positions of the edge of a strip for the two designs was less than 1.2 microns.
Biasing

A 1.5 M( resistor, fabricated in polysilicon, was attached to each strip to enable a bias voltage to be set on the strip without shorting the signals that the strip would detect. Polysilicon biasing was chosen, in preference to reach through biasing, to avoid the problems of excess noise reported by ATLAS and CDF.

There was an advantage in connecting the resistor as close to one end of a strip as possible, to allow the remainder of the strip to be covered by a layer of metal that, being capacitively coupled to the strip, would pick up signals from the greatest length of strip. So the resistors on the phi-measuring detector were folded back on themselves twice to reduce their apparent length. On the r-measuring detector, the narrow pitch of the inner strips prevented any design of resistor other than a gentle curve following each strip. Folded resistors would have been possible near the outer radius of the detector, where the pitch was greater, but it was thought that closer matching of resistance would be achieved by using a single style of resistor within each detector. For the extreme innermost strips of the r-measuring detector, the pitch was too fine to place the pads, which made contact between the resistors and the strips, in a straight line, so the pads were staggered, and the alternate, longer resistors were made slightly thicker (an additional 0.25 microns) to give the same overall resistance.

The manufacturer could control the resistivity of the polysilicon, but high resistivities were much more variable. 20 k( or 25 k( was the practical limit for the resistance of a unit square. The minimum width of resistor that could be manufactured reliably was 5 microns, so the resistors were designed to be 5.5 microns wide with a resistance per unit square or 12 k(. To achieve the required resistance of 1.5M( they needed to be about 700 microns long.

Where there was sufficient space on the design, the resistors were widened to about 25 microns at the points where they crossed other features of the design. This created a smoother profile to reduce the risk of breaks but it was probably an unnecessary precaution.

Readout

The readout strips were placed on a second layer of metal, insulated from the metal that covered the detecting strips: this being the only practical way of routing the signals to the bond pads. The bond pads were located around the periphery of the detector to keep the electronics away from the beam pipe to minimize the material near the beam and to reduce the exposure of the electronics to radiation.

On the r-measuring detector, the bond pads were placed in a separate region, outside the active area (the area between 8 mm radius and 40 mm radius, covered by the detecting strips). Placing the bond pads closer to the center of the detector would have disrupted the outer strips.

The pads were arranged in groups of 256, four rows of 64 pads, with the outer two rows staggered and for use in bonding the detector to a fan-out. The inner two rows, also staggered, were designed to allow the detector to be probed for testing, and they could be used as reserve bond pads (although each of the outer pads was sufficiently long - 200 microns - to allow several attempts at bonding).

Each group of pads was connected to detecting strips in a contiguous area, and it would be connected, via a fan-out, to a single processing chip, enabling voltage levels to be trimmed on the chip to compensate for differences across the detector, due to differences in manufacture or differences in exposure to the flux of particles.

The closeness of the detecting strips on the r-measuring detector prevented the contacts to the readout strips being placed in a straight line, and so two lines of contacts were used.

The readout scheme for the phi-measuring detector was very simple: the bonding and probing pads for the outer strips were placed near the outer ends of the strips, and the pads for the inner strips were staggered between them and connected to the inner strips by readout lines, one readout line being placed between each pair of outer strips.

All bond pads were arranged in straight rows (ignoring the stagger) because, at the time that the detectors were being designed, the automatic bonding machines then available could not easily accommodate pads in circular arcs. On the phi-measuring detector, the bond pads were placed centrally on each of the outer strips (with the bond pads for the inner strips staggered between them), and so, because the centre of the straight row of bond pads was a little closer to the centre of the detector, the bond pad spacing was closer for pads nearer the centre of a row than it was for pads at the end of the row. The slight difference in bond pad spacing gave no difficulties in bonding; it was preferred to the alternative scheme of having shorter rows of uniformly spaced bond pads, with the pads not centred on each strip.

Guard rings

The design of the guard rings and the edge region was based on the highly successful design previously used for ATLAS detectors. This had a bias rail, surrounded by eight guard rings, then a gap of almost 500 microns, and a further guard ring structure around the edge of the detector. Strip numbers and fiducials, at least one fiducial for each group of 256 bond pads, were placed in the 500-micron gap, as there was no unused space closer to the strips.

The guard rings were drawn as alternate straight or curved sections and the cumulative length was used to place contacts between the metal layer and the implant layer at a regular spacing around each guard ring. (The final space, where the end of the ring joined back to the start, was made at least half, but not more than one and a half, times the regular spacing.)

Rounding and segmentation

Cadence, the language in which the design was implemented, had only primitive facilities for rounding the corners of shapes. Corners were formed by inserting extra vertices near to the original corner: the polygon that included the extra vertices would have a more rounded shape. In an early version of Cadence, the number of vertices to be added when a corner was rounded could be specified. Even so, corner rounding was tricky: if the first corner of a shape was to be rounded to 50 microns radius by adding ten vertices (say), then to round the second vertex to 20 microns the rounding routine had to specify that the twelfth vertex should be rounded – because the ten vertices inserted as a result of rounding the first corner displaced the second corner to the twelfth position. In later versions of Cadence the rounding algorithm was changed so as to insert a different number of vertices at each corner depending upon the angle at the corner – more vertices were inserted in larger angles. As the number of vertices inserted was uncertain, depending upon whether fractions of angles were rounded up or rounded down, it became impossible to round each corner by precisely the amount required. [Cadence handled rounding satisfactorily if all corners were rounded to the same radius, but this was rarely what was required.] Consequently, a set of subroutines was written to round corners of shapes. Although these subroutines were quite general, it was found that the most useful method of using them was to specify a tolerance, typically 0.25 microns, and to allow the rounding routines to insert just enough extra vertices to ensure that the resulting polygon did not deviate from the ideal rounded corner by more than the given tolerance. For example, if a shape was to be drawn in several places, sometimes near to the centre of a detector and sometimes near to its edge, and if its size or curvature varied depending upon its location, these routines would automatically insert enough vertices into the drawing so that the drawing would be plotted to the intrinsic accuracy of the plotter, without using an inordinate number of points.

Complex shapes and rounded corners could require a large number of vertices in the polygons used to represent those shapes. Most of the plotters used to generate masks had a limit to the number of points that they would accept in any one polygon: typically 199 points were accepted. Cadence would automatically split larger polygons into a number of smaller polygons each with an acceptable number of vertices. For several reasons it was decided to avoid this facility of Cadence and to divide large polygons automatically within the programme. The reasons were: a distrust that Cadence would always make a good choice of where to split a polygon; the extra information available while the polygon was being created that enabled good division points to be identified; and the possibility of needing to introduce extra code into the splitting routine. Hairline gaps could appear between the separate parts of a shape when it was divided. These gaps were automatically filled during the production of the mask and so they were not a problem, but if a different process had been used for the final mask production then we might have wanted to generate a small amount of overlap between the separate parts of a shape: the subroutines that divided the shape would have been a convenient place to insert this code. To ensure that a polygon could be split into smaller polygons at appropriate points each polygon was not stored simply as a list of points, but as a three-tiered structure. The highest level described the shape e.g. solid or doughnut; the middle level identified the corners of the shape; and the lowest level stored the points of each rounded corner of the shape. If, for example, a guard ring had to be split into smaller shapes, then the routines performing the division would ensure that the cuts were between corresponding corners on the inside and on the outside of the ring, if possible.

Masks

Several masks were used to form the design. Alignment marks were drawn at the Cardinal points of each mask to aid alignment during processing. As the detector was single-sided, there was a single base mask, which had a series of crosses within each alignment mark. Other masks had crosses to align with those formed by the base mask.

The masks are described in the order in which they were used in the manufacturing process.

Implant masks

The first mask had the design of the implant layer: it contained those shapes where the bare silicon wafer was to be implanted with boron ions to create p-type silicon: used for the detecting strips; for each guard ring, and for bond pads.

As for all layers, the corner of every shape was rounded to reduce the risk of electrical micro-discharge at high voltages. Larger shapes generally had larger rounding radii: the smallest rounding radius was 5 microns.

The gap between each pair of guard rings had constant width (though not necessarily the same width as the gap between a different pair of guard rings). For the outer guard rings, which had constant width, the gap was naturally constant, but the innermost ring (the bias ring) and the next ring (the first true guard) had large bonding pads on them causing their widths to vary, so some sculpting of their shapes was needed to keep them uniformly separated.

A separate implant mask was produced so that the silicon near to the edge of each detector could be implanted with phosphorus ions, producing a region of low-resistivity, n-type silicon.

Polysilicon mask

After the wafer had been implanted, it was coated with a layer of polysilicon, which was etched away leaving the pattern of the polysilicon mask. This mask had the shapes of the polysilicon resistors for each strip (see the section “Biasing”), and the shapes of the bond pads. Polysilicon was left below each bond pad to reduce the possibility of the implanted layer being contacted if a bond was applied with too high a pressure.

The resistance of a polysilicon resistor was typically calculated by multiplying the resistance of a unit square by the number of unit squares, counting only half for a square that was at a corner. The value obtained was accurate enough, if the straight parts of the resistor were long compared with their width, and if all corners were right angles. However, a more convenient method of determining the resistance was found for resistors that were drawn with constant width and smooth corners: the resistance was equal to the length of the mid-line divided by the width of the resistor, multiplied by the resistance of a unit square. The value obtained was almost exact for any shape of resistor of this type, even if the straight sections were short and the bends were not ninety degrees, provided that the radius of the inside of each bend was at least half the radius of the outside of the bend.

Doping mask

The doping mask was used to direct ions to a small region at each end of each resistor to lower the resistance of the polysilicon to help to achieve a better contact between the polysilicon and the metal layer above.

First contact mask

An insulating layer of silicon oxide was deposited on the wafer, covering the polysilicon, the implanted silicon, and the native silicon. The contact mask defined where to etch holes in this insulating layer to enable structures to be electrically connected to a metal layer to be deposited over the silicon oxide.

First metal mask

The first of two metal layers was deposited over the oxide layer. It was about one micron thick, had a resistance of about 0.04 ( for a unit square, and was etched away, as defined by the first metal mask, to leave several structures: guard rings; a metal strip over each implanted detecting strip; some bond pads; and a short link between one end of each resistor and the corresponding detecting strip.

The first contact mask (see above) defined the location of contacts between the metal layer and the implanted silicon of the guard rings, but the metal along most of the implanted detecting strips was not connected to the strips (the readout was capacitively coupled with a capacitance of about 12pF/cm).

Contacts were placed also at each end of the short metal links to connect them to the polysilicon resistors and to the implanted detecting strips, thus coupling the strips to their biasing resistors.

Second contact mask

The second contact mask defined the position of holes etched through a second layer of silicon oxide that was deposited, about 2 microns thick, above the first metal layer to insulate it from a second metal layer to be placed on top.

Second metal mask

The geometry of these detectors prevented the strips being connected to the readout pads on the same metal layer that was used for the strips, so a second metal layer was deposited, separated from the first by an oxide layer. The second metal mask defined readout strips, all bond pads, and all probing pads. Even where the first metal layer was accessible, bonding pads and probing pads were placed on the second metal layer to give the pads extra strength an to avoid using the first metal layer, which might have been discoloured by the hydrofluoric acid used to etch the oxide layer.

Probing pads were placed on each guard ring that did not already have a bond pad and on the end nearer to a strip of those resistors where there was sufficient space. Because of the density of the readout tracks, probing pads had to be omitted from the ends of some of the resistors of the r-measuring detector.

Design rules

All aspects of the design were controlled by the manufacturer Micron’s proprietary design rules. The overlap of each layer was especially important because of the risk that powerful etchants could destroy adjacent structures unless they were sufficiently separate. The design of the two contact layers was also influenced by the manufacturer’s suggestion that large contact areas should be replaced by numerous small contacts.

